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Learning Objectives for Chapter 11
1. Understand the concept and applications of automated rule-based decision systems
2. Understand the importance of knowledge in decision support

3. Describe the concept and evolution of rule-based expert systems (ES)

4. Understand the architecture of rule-based ES

5. Learn the knowledge engineering process used to build ES

6. Explain the benefits and limitations of rule-based systems for decision support

7. Identify proper applications of ES

8. Learn about tools and technologies for developing rule-based DSS

CHAPTER OVERVIEW

This chapter addresses two issues. First, how do some of the analytics technologies, including predictive and optimization models, get used in practice? In many cases, results of predictive models or even optimization models get simplified as rules that are then implemented in other applications. We call these automated decision systems. Second, in addition to the use of data and mathematical models, some managerial decisions require qualitative information and the judgmental knowledge that resides in the minds of human experts. Therefore, it is necessary to find effective ways to incorporate such information and knowledge into decision support systems (DSS). A system that integrates knowledge from experts is commonly called a knowledge-based decision support system (KBDSS) or an intelligent decision support system (IDSS). A KBDSS can enhance the capabilities of decision support not only by supplying a tool that directly supports a decision maker, but also by enhancing various computerized DSS environments. The foundation for building such systems is the techniques and tools that have been developed in the area of artificial intelligence—rule-based expert systems being the primary one. This chapter introduces the essentials of automated decision systems and provides a detailed description of expert systems.
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This chapter focuses on two rule-based BI technologies. The first is called Automated Decision Systems (ADS) or Decision Automation Systems (DAS). These types of systems use rule-based reasoning to automatically make decisions in situations where high volumes of these decisions must be made quickly. These types of systems often replace human beings. The second rule-based system category is Expert Systems (ES). Expert systems are generated using a knowledge acquisition methodology and provide advice to novices in a domain of expertise. 

Section 11.1 presents a case of how ADS is used in the hotel industry. This is followed in section 11.2 with an overview of automated decision systems with an example of their use in the airline industry. Section 11.3 discusses how previous research in artificial intelligence has led to the types of algorithms currently used in ADS systems. The AI discipline is influenced by a wide variety of other domains, including psychology, philosophy, neuroscience, linguistics, computer science, mathematics, and management science. Research in AI has led to a wide domain of intelligent systems that can perform complex reasoning actions; these include natural language understanding, voice recognition, game-playing, computer vision, and intelligent tutoring.


Section 11.4 follows with an overview of expert systems (ES), giving detailed discussion on the idea of expertise and knowledge, and comparing ES to conventional information systems. Section 11.5 discusses some applications of ES, including some of the early ES applications in medicine and science. This is followed in section 11.6 with a breakdown of the various components of ES systems, including development and consultation environments, knowledge acquisition, knowledge bases, inference engines, user interfaces, blackboards, and knowledge refinement. 

Section 11.7 discusses the role of the knowledge engineer, and describes the knowledge engineering process. Also discussed are the various rule-based reasoning techniques, including forward and backward chaining and inference under uncertainty. Section 11.8 describes problem areas that ES are typically applied to, including (but not limited to) interpretation, prediction, diagnosis, design, and planning. Section 11.9 describes the Expert Systems development process, including the use of expert system shells for knowledge engineering. Section 11.10 provides concluding remarks.
The vignettes and application cases provide good examples of ADS and ES in different domains. These include the hotel industry, the airline industry, and the food industry. Other cases describe applications for identifying sports talent, responding to terrorist chemical attacks, diagnosing heart diseases, and treating tendon injuries. It is useful to compare and contrast these cases in terms of the technologies used and resulting benefits.

ANSWERS TO END OF SECTION REVIEW QUESTIONS(  (  (  (  (  (
Section 11.1 Review Questions
1. 
Describe the challenges faced by IHG during development of their retail price optimization system.
There were many challenges faced by IHG. One was a drop in revenue in the hospitality industry overall. They also suffered from a flaw in their pricing decisions, involving an assumption of independence of demand from room charged. Another challenge was managing their large number of hotels, resulting in 273 million pricing decisions per day.
2. 
Besides the hotel business in the hospitality industry, explain at least three other areas where an optimization model could be used.
In addition to the hospitality industry, the type of price optimization described in this case is also used in the airline industry (for ticket pricing), decisions related to purchasing from vendors, and pricing in other areas such as grocery services. (This is an open-ended question and can include many other examples.)
3. 
What other methods could be used to solve IHG’s price optimization problem?
Rule-based expert systems, linear and nonlinear regression models, and genetic algorithms are all possible approaches for solving IHG’s price optimization problems.

Section 11.2 Review Questions
1. Define decision automation systems.
A decision automation system (DAS) or automated decision system (ADS) is a rule-based system that provides a solution, usually in one functional area (e.g., finance, manufacturing), to a specific repetitive managerial problem, usually in one industry (e.g., to approve or not to approve a request for a loan, to determine the price of an item in a store).
2. What are the key components of a decision automation system?

The key components of a DAS are business rules and predictive and analytic models. These are processed by rule-based engines supplemented by forecasting and optimization algorithms.
3. Which industries are big users of decision automation systems?

Decision automation systems are used extensively in the airline industry, credit industry, retail industry, and engineering industry, to name a few. Almost any industry faces complex tasks that require repetitive decisions in high volume and at high speed. DAS systems help with these types of tasks.
4. How could decision automation systems assist consumers?

One example in which consumers are aided indirectly is when DAS helps companies better segment the customer base, enabling more customized offerings. But DAS can also be used to assist customers directly by offering advice for products and/or services based on rule-based reasoning.
Section 11.3 Review Questions
5. What is the definition of artificial intelligence?

Artificial intelligence (AI) is a collection of concepts and ideas related to the development of intelligent systems, and based on computer science, philosophy, electrical engineering, management science, psychology, and linguistics. AI is considered to be an area of computer science, involving the study of human thought processes and the representation and duplication of those thought processes in computers and robots. In essence, AI systems aim to produce behavior by a machine that, if performed by a human being, would be called intelligent.
6. What are some of the major application areas of artificial intelligence?

Major AI application areas include intelligent tutoring, autonomous robots, intelligent agents, speech understanding, natural language processing, voice recognition, automated programming, machine learning, neural networks, genetic algorithms, computer vision, game playing, expert systems, and fuzzy logic.
7. Identify some key characteristics of AI.
The major characteristics of AI are symbolic processing, the use of heuristics instead of algorithms, and the application of inference techniques.
Section 11.4 Review Questions
8. What is an ES?

Expert systems are computer-based information systems that use expert knowledge to attain high-level decision performance in a narrowly defined problem domain.

9. Explain why we need ES.

Companies need expert systems for several reasons: to preserve professional expertise when an expert leaves; to document knowledge for retention, examination, and improvement; for training new employees and disseminating knowledge in an organization; and to transfer knowledge less expensively than transferring a human expert.
10. What are the major features of ES?

Expertise, symbolic reasoning, deep knowledge, and self-knowledge
11. What is expertise? Provide an example.

Expertise is the extensive, task-specific knowledge that experts possess.

An example of expertise is the ability of an experienced automobile mechanic to go directly to the source of “that funny sound, sort of like ‘kabump, kabump,’ when I turn right.”
12. Define deep knowledge and give an example of it.

Deep knowledge is complex knowledge not easily found among non-experts. Deep knowledge is usually considered to be about the central ideas of a topic. It involves establishing complex connections to these concepts.

An example of deep knowledge is a physician’s understanding of a disease in terms of the underlying mechanism through which it affects the body and can be cured, versus a lay person’s superficial knowledge of the symptoms (e.g., headache). These can then only be alleviated (e.g., by aspirin that will not deal with the underlying cause of the condition).
Section 11.5 Review Questions
13. What is MYCIN’s problem domain?

MYCIN was designed to diagnose bacterial blood infections.
14. Name two applications of ES in finance and describe their benefits.

Open-ended answer, which depends on the applications each student or group finds.
15. Name two applications of ES in marketing and describe their benefits.

Open-ended answer, which depends on the applications each student or group finds.
16. Name two applications of ES in homeland security and describe their benefits.

Open-ended answer, which depends on the applications each student or group finds.
Section 11.6 Review Questions
17. Describe the ES development environment.
The development environment is used by (or in conjunction with) the expert to introduce knowledge into an expert system’s knowledge base.
18. List and define the major components of an ES.

The major components of ES are: knowledge base, inference engine, and user interface.
19. What are the major activities performed in the ES blackboard (workplace)?

The blackboard stores information about the current problem, including input data, intermediate hypotheses, and decisions. These decisions can include a plan of attack on a problem, a list of actions awaiting execution, and alternative solutions.
20. What are the major roles of the explanation subsystem?

The roles are tracing conclusions to their sources, in terms of rules and data.
21. Describe the difference between a knowledge base of an ES and an organizational knowledge base.

An organizational knowledge base contains unstructured knowledge about problem areas. It must be interpreted by people, often using a variety of software packages to deal with a variety of documents, before it is useful. The knowledge base of an ES contains knowledge that has been structured into the form (usually, but not necessarily, if-then-else) of specific rules that can be applied directly to a problem. The only software needed is an inference engine with its associated user interface.

Section 11.7 Review Questions
22. State two production rules that can represent the knowledge of repairing your car.

IF engine does not turn over AND headlights illuminate, THEN battery is good.
IF engine does not turn over AND headlights do not illuminate, THEN battery may be dead.

23. Describe how ES perform inference.

Inference involves going through the knowledge base rule by rule. For each rule examined, the expert system determines whether the information in its antecedent (the IF part) makes it true or false. It then knows if its consequent (the THEN part, perhaps also the ELSE part) is true or false. It uses that information to work through other rules. The two approaches to choosing the order in which to examine and process rules, forward and backward chaining, are described in the answer to the next question. 

24. Describe the reasoning procedures of forward chaining and backward chaining.

The forward chaining approach is to determine what you know, apply that information to the rules, and see what conclusion(s) you reach. (This is also called data-driven reasoning.) It selects rules by determining that the system knows the truth or falsity of their antecedents (the IF parts). It then derives further facts from their consequents (the THEN parts). These new facts allow it to determine the truth or falsity of the antecedents of more rules. It can then evaluate those rules and determine still more facts from their consequents. The process continues until the system reaches its overall conclusion.
The process of backward chaining is to establish a goal, determine what must be found out to reach that goal, and try to find that knowledge. (This is also called goal-directed or goal-driven reasoning.) An expert system that uses backward chaining selects rules by examining the variables contained in their consequents. It then tries to determine the values of variables used in their antecedents to decide if the rule applies or not.
25. List the three most popular methods to deal with uncertainty in ES.
• 
Evaluation is a broad concept. Its objective is to assess an ES’s overall value. In addition to assessing acceptable performance levels, it analyzes whether the system would be usable, efficient, and cost-effective.

• 
Validation is the part of evaluation that deals with the performance of the system (e.g., as it compares to the expert’s). Simply stated, validation is building the right system (i.e., substantiating that a system performs with an acceptable level of accuracy).

• 
Verification is building the system right or substantiating that the system is correctly implemented to its specifications.
26. Why do we need to incorporate uncertainty in ES solutions?
In the realm of ES, these activities are dynamic because they must be repeated each time the prototype is changed. In terms of the knowledge base, it is necessary to ensure that the right knowledge base (i.e., that the knowledge is valid) is used. It is also essential to ensure that the knowledge base has been constructed properly (i.e., verification).
27. What are the ways by which ES justify their knowledge?
This feature offers a means of evaluating the integrity of the system when it is to be used by the experts themselves. Two basic types of explanations are the why and the how. Metaknowledge is knowledge about knowledge. It is a structure within the system using the domain knowledge to accomplish the system’s problem-solving strategy. Explanation in rule-based ES is usually associated with a way of tracing the rules that are fired during the course of a problem-solving session. It uses “why” and “how” explanations.

Section 11.8 Review Questions
28. Describe a sample ES application for prediction.

One prediction area that is suitable for expert systems is weather prediction. This system could use rules about weather patterns such as “if there is a cold front over New York State and the wind is from the west, temperatures in Massachusetts will drop in three to six hours.” If the rules are derived from the knowledge of expert meteorologists, its predictions could be about as accurate as theirs.
29. Describe a sample ES application for diagnosis.

One diagnosis area that is suitable for expert systems is fault diagnosis in complex mechanical or electrical equipment. It would use rules based on the knowledge of experienced repair personnel to narrow down the cause of a failure to the optimal replaceable unit (ORU). Such a system might have to rely on people to carry out some of the required physical tests and report the results.
30. Describe a sample ES application for the rest of the generic ES categories.

Open-ended answer, depending on which of the eight categories is or are chosen. Answers should resemble the above two in their general form.
Section 11.9 Review Questions
31. Describe the major steps in developing rule-based ES.

Developing rule-based expert systems typically involves six major steps:

Step 1.
Defining the nature and scope of the problem

Step 2.
Identifying proper experts

Step 3.
Acquiring knowledge

Step 4.
Selecting the building tools

Step 5.
Coding the system

Step 6.
Evaluating the system 

32. What are the necessary conditions for a good expert?

According to the text: a thorough understanding of problem solving in the domain, an understanding of the role of ES and of decision support technology, and good communication skills to transfer his/her knowledge. Students may find other (generally longer) lists in other sources.
33. Compare three different types of tools for developing ES.

Programming from scratch: The most work, but the only way to get a truly customized ES and also a good learning process for budding technical specialists. In most business situations, not worth the effort over using a shell unless the ES is to be a very small part of a larger system.

Using an ES shell: A good choice if one can be found to meet the requirements, as will usually be possible. Little is lost in performance over custom programming, since the inference engines of shells are carefully hand-coded by experts in inference methods and have, for popular shells, been refined over several generations of software. 

Using a turn-key package: usually the most practical choice if a suitable one exists, but it often will not.
34. List the criteria for choosing a development tool.

Cost (total, not just purchase price); functionality, compatibility with other software already in use; and vendor reliability and support.
35. What is the difference between verification and validation of an ES?

Verification confirms that the system follows the rules obtained from the expert. Validation confirms that the system solves the problem it was intended to solve.
Section 11.10 Review Questions
(This section has no review questions.)
ANSWERS TO APPLICATION CASE QUESTIONS FOR DISCUSSION(  (  
Application Case 11.1: Giant Food Stores Prices the Entire Store

(This application case has no discussion questions.)

Application Case 11.2: Expert System Helps in Identifying Sport Talents

(This application case has no discussion questions.)
Application Case 11.3: Expert System Aids in Identification of Chemical, Biological, and Radiological Agents

1. 
How can CBR Advisor assist in making quick decisions?
It provides logical step-by-step procedures to determine the identity of a toxic agent when little or no information is available, which is typical at the beginning of a terrorism incident. There are screens that give information on several action items; including immediate response actions.
2.
What characteristics of CBR Advisor make it an expert system?
It incorporates the knowledge of the U.S. Environmental Protection Agency, (EPA) along with Dr. Lawrence H. Keith, president of Instant Reference Sources, Inc., and others from an extensive team that incorporated their knowledge, experience, and expertise, plus information in publicly available EPA documents. It was developed using Exsys, Inc.’s Corvid® software, which uses classical expert systems technology.

3. 
What could be other situations where such expert systems can be employed?
Expert systems, like the one used in CBR, can be applied to medical diagnosis, system configuration, tax planning, loan evaluation, financial planning, and network management, among many other possibilities. Anywhere you can utilize rule-based logic is a potential application of this technology.
Application Case 11.4: Diagnosing Heart Diseases by Signal Processing

1. 
List the major components involved in building SIPMES and briefly comment on them.

Digitized heart-sound algorithms gather the heart sounds via an electronic stethoscope. A signal processing module (SPM) segments the inputs into cycles and identifies cardiac events. A rule-based Exsys Corvid expert system provides expert knowledge and reasoning along with documents from the medical literature.  

2.
Do expert systems like SIPMES eliminate the need for human decision making?
For automated decision systems, which can make decisions for you by replicating the reasoning of an expert using the same sort of reasoning as expert systems, the answer is yes. But for SIPMES and similar expert systems, the answer is probably no. This system is intended to assist general physicians in their decision making under emergency situations where expert cardiologists and advanced medical facilities are not readily available. To an extent it replaces a human (the cardiologist), but the decision making is still ultimately in the hands of a human (the general physician).
3. 
How often do you think that the existing expert systems, once built, should be changed?
It should be changed periodically. There will be cases when the recommendations for a particular case won’t be correct, so new rules need to be generated as the knowledge base becomes more refined. Also, new items from the relevant literature will be added. Knowledge management involves a continuous process of refining the knowledge base.
Application Case 11.5: Clinical Decision Support System for Tendon Injuries

1. 
Research other expert systems in other domains and list a few of them.

Two early expert systems were MYCIN (medicine) and DENDRAL (chemistry). Expert systems have been applied to finance (e.g., mortgage loan ESs), law (CHIRON, JUDGE), business, airline scheduling, automated help desk (HelpDeskIQ,) and a wide variety of other domains. Even computer games (Earl Weaver Baseball, Tony La Russa Baseball) use rule-based expert systems. (This is an open-ended question with many possibilities.)
2.
Why is it important to evaluate the expert systems before they are put into use?
The decisions made by the expert system can have significant consequences, and the tendon injury CDSS is an example. Therefore it is important to experts’ needs to be evaluated for quality, including evaluation, validation, and verification.
ANSWERS TO END OF CHAPTER QUESTIONS FOR DISCUSSION(  (  (  
36. Why are automated decision systems so important for business applications?
The knowledge captured in rule-based ADSs helps preserve expertise when the human experts are not available. The ability for ADSs to automatically make decisions, especially repetitive decisions, helps make the company more efficient and effective. ADSs can often make a decision much faster than a human. 
37. It is said that powerful computers, inference capabilities, and problem-solving heuristics are necessary but not sufficient for solving real problems. Explain.
They are not sufficient because specific problem-related knowledge is required as well. Each problem uses different knowledge and often requires its own approach.
38. Explain the relationship between the development environment and the consultation (i.e., runtime) environment.

The development environment is used by the knowledge engineer to code experts’ knowledge into the expert system. This is done through a knowledge acquisition (KA) process, often aided by KA tools. The consultation environment is the software used by an end user (the non-expert receiving the advice). This is implemented by applying an inference engine (or reasoning engine) to the knowledge that had been coded via the development environment.
39. Explain the difference between forward chaining and backward chaining and describe when each one is most appropriate.

Backward chaining tends to ask for less data than forward chaining, but to examine more rules. Forward chaining tends to ask for more data, but uses the data to eliminate possibilities and therefore to process fewer rules. (An expert system can combine both methods.)

The choice between backward and forward chaining should lean toward the one that narrows the tree of choices faster. When there are many rules that start from input data, only a few of which apply in any given situation, forward reasoning works well because the first step eliminates most of the possibilities. When rules near the top of the tree can be eliminated without reaching all the way down the tree, backward chaining works better. 

Configuring a computer system to meet user requirements is a good forward chaining application. Here, all system components—processors, disk drives, cabinets, power supplies, communications gear—must be addressed, so every top-level rule always applies and every major branch of the rule tree must be used. It is more efficient to start with the requirements. They will eliminate groups of bottom-level rules as irrelevant in a particular case.

Backward chaining, on the other hand, is good for problem diagnosis. Here, a few top-level questions (“Is the warning light on?” “Does your back hurt?” “Are there brown spots on  its leaves?”) isolate the problem to a set of related possibilities. The system can then ignore rules that have to do with other possibilities, along with all the inputs that those rules might require.

(This information is not from the text, which does not address this issue. If you assign this question, explain to your students that they will have to research the answer in other places.)

40. What kind of mistakes might ES make and why? Why is it easier to correct mistakes in ES than in conventional computer programs?

ES make mistakes due to lack of “common sense,” encountering problems that are outside their range of expertise, and errors made by the original expert(s) in providing rules to the system. It is easier to correct mistakes in ES than in conventional computer programs because, in an ES, each rule is an independent “chunk of knowledge.” It can be changed without directly affecting other rules, much like a row in a database table can be changed without affecting the content of other rows. In a conventional program, by contrast, the sequence of execution moves through the code in a controlled way. Any change to the code can affect the sequence in unpredictable ways and thereby cause errors. Extensive testing is required to make sure that a change in one area did not affect other areas.
41. An ES for stock investment is developed and licensed for $1,000 per year. The system can help identify the most undervalued securities on the market and the best timing for buying and selling the securities. Will you order a copy as your investment adviser? Explain why or why not.

Such a system is unlikely to be successful once it becomes generally available. The reason is that stocks it identifies as undervalued will be bought, thus raising their price until they are no longer undervalued. The first few people to purchase a stock so identified would make money. The rest would not. Unless I thought I could get to the market ahead of all the other thousands or millions of people who use this system, it wouldn’t work. (I might consider buying it to know which stocks to sell short at the end of the day, thinking that many of the people who followed the system’s recommendation will dump the stock as soon as they realize what happened and thus depress its price from its artificially inflated value, but that’s a separate issue.)
ANSWERS TO END OF CHAPTER APPLICATION CASE QUESTIONS(  (
42. What is the key difference between the former tax collection system and the new system?
The former tax collection system had rigid and manual rules that took too long to implement and also required too many resources and personnel to be used. The existing method for tax collection employed a linear approach to identify, initiate, and collect delinquent taxes. This approach emphasized what should be done, rather than what could be done, by tax collection officers. A “one-size-fits-all” procedure for data collection was used within the constraints of allowable laws. 
By contrast, the current system utilizes analytics and optimization processes, including Markov Decision Process (MDP), with a Constrained Reinforcement Learning (C-RL) method. The C-RL generates tax collection rules based on taxpayer characteristics. The newer system results in more adaptive and cost-effective decisions regarding the processing of delinquent taxes.
43. List at least three benefits that were derived from implementing the new system.
· tax agency could collect delinquent tax when needed (based on dynamic conditions) instead of when allowed (based on preconceived rules)
· fewer personnel were needed for tax collection
· average age of cases dropped
· the amount of dollars collected per field agent increased

· 7 percent increase in revenue
44. In what ways do analytics and optimization support the generation of an efficient tax collection system?
At CCED, they were used to help improve decisions of which delinquent cases to pursue. They do this by applying rule-based reasoning along with predictive and prescriptive models.
45. Why was tax collection a target for decreasing budget deficit in the State of New York?
A key part of the state’s budget is revenue from tax collection, which forms about 40 percent of their yearly revenue. Tax collection mechanism was therefore seen as one key area that would help decrease the state’s budget deficit if improved. The goal was to optimize tax collection in a very efficient way.
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